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Stream Processors SP

Single instruction, multiple data SIMD

general-purpose computing 
on graphics processing units GP-GPU

Using the PyCUDA module
CUDA
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A hybrid programming model
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The kernel and thread hierarchy
kernel  

threads

GRID 1

Block 1

Thread 1 Thread 2

Thread 3 Thread 4

Block 2

Thread 1 Thread 2

Thread 3 Thread 4

Block 3

Thread 1 Thread 2

Thread 3 Thread 4

Block 4

Thread 1 Thread 2

Thread 3 Thread 4

Getting ready
http://wiki.tiker.net/PyCuda/Installation
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https://developer.nvidia.com/cuda-toolkit-
archive

 http://developer.download.nvidia.
com/compute/cuda/4_2/rel/toolkit/cudatoolkit_4.2.9_
win_32.msi

 http://developer.
download.nvidia.com/compute/cuda/4_2/rel/sdk/
gpucomputingsdk_4.2.9_win_32.exe

 http://developer.
download.nvidia.com/compute/cuda/4_2/rel/drivers/
devdriver_4.2_winvista-win7_32_301.32_general.exe

msvc9compiler.py /Python27/lib/distutils/
ld_args.append ('/IMPLIB:' + implib_file)

ld_args.append('/MANIFEST')

https://pypi.python.org/pypi/pycuda

All Programs | 
Microsoft Visual Studio 2008 | Visual Studio Tools | Visual Studio Command 
Prompt (2008)

PyCuda

python configure.py

siteconf.py

BOOST_INC_DIR = []
BOOST_LIB_DIR = []
BOOST_COMPILER = 'gcc43'
USE_SHIPPED_BOOST = True
BOOST_PYTHON_LIBNAME = ['boost_python']
BOOST_THREAD_LIBNAME = ['boost_thread']
CUDA_TRACE = False
CUDA_ROOT = 'C:\\Program Files\\NVIDIA GPU Computing 
Toolkit\\CUDA\\v4.2'
CUDA_ENABLE_GL = False
CUDA_ENABLE_CURAND = True
CUDADRV_LIB_DIR = ['${CUDA_ROOT}/lib/Win32']
CUDADRV_LIBNAME = ['cuda']
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CUDART_LIB_DIR = ['${CUDA_ROOT}/lib/Win32']
CUDART_LIBNAME = ['cudart']
CURAND_LIB_DIR = ['${CUDA_ROOT}/lib/Win32']
CURAND_LIBNAME = ['curand']
CXXFLAGS = ['/EHsc']
LDFLAGS = ['/FORCE']

python setup.py build
python setup.py install

How to do it…

import pycuda.driver as drv 
drv.init() 
print "%d device(s) found." % drv.Device.count() 
for ordinal in range(drv.Device.count()): 
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       dev = drv.Device(ordinal) 
       print "Device #%d: %s" % (ordinal, dev.name()) 
       print " Compute Capability: %d.%d" % dev.compute_capability()     
       print " Total Memory: %s KB" % (dev.total_memory()//(1024)) 

C:\ Python CookBook\ Chapter 6 - GPU Programming with Python\Chapter 6 - 
codes>python PyCudaInstallation.py

1 device(s) found.

Device #0: GeForce GT 240

 Compute Capability: 1.2

 Total Memory: 1048576 KB

How it works…
pycuda.driver

import pycuda.driver as drv 
drv.init()

pycuda.driver

drv.Device.count()

print "Device #%d: %s" % (ordinal, dev.name()) 
print " Compute Capability: %d.%d" % dev.compute_capability()     
print " Total Memory: %s KB" % (dev.total_memory()//(1024)) 

See also
 http://mathema.tician.de/

aboutme/  
http://documen.tician.de/pycuda/
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How to build a PyCUDA application

GPU MEMORYGPU

CPU CPU MEMORY

Transfer
Memory
to CPU

Running Device

Allocate Memory

Transfer
Memory
to GPU

How to do it…
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import pycuda.driver as cuda
import pycuda.autoinit
from pycuda.compiler import SourceModule

import numpy

a = numpy.random.randn(5,5)
a = a.astype(numpy.float32)

a_gpu = cuda.mem_alloc(a.nbytes)
cuda.memcpy_htod(a_gpu, a)

mod = SourceModule("""
  __global__ void doubleMatrix(float *a)
  {
    int idx = threadIdx.x + threadIdx.y*4;
    a[idx] *= 2;
  }
  """)

func = mod.get_function("doubleMatrix")
func(a_gpu, block=(5,5,1))

a_doubled = numpy.empty_like(a)
cuda.memcpy_dtoh(a_doubled, a_gpu)
print ("ORIGINAL MATRIX")
print a
print ("DOUBLED MATRIX AFTER PyCUDA EXECUTION")
print a_doubled

C:\Python CookBook\Chapter 6 - GPU Programming with Python\ >python 
PyCudaWorkflow.py

ORIGINAL MATRIX

[[-0.59975582  1.93627465  0.65337795  0.13205571 -0.46468592]

 [ 0.01441949  1.40946579  0.5343408  -0.46614054 -0.31727529]

 [-0.06868593  1.21149373 -0.6035406  -1.29117763  0.47762445]

 [ 0.36176383 -1.443097    1.21592784 -1.04906416 -1.18935871]

 [-0.06960868 -1.44647694 -1.22041082  1.17092752  0.3686313 ]]
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DOUBLED MATRIX AFTER PyCUDA EXECUTION

[[-1.19951165  3.8725493   1.3067559   0.26411143 -0.92937183]

 [ 0.02883899  2.81893158  1.0686816  -0.93228108 -0.63455057]

 [-0.13737187  2.42298746 -1.2070812  -2.58235526  0.95524889]

 [ 0.72352767 -1.443097    1.21592784 -1.04906416 -1.18935871]

 [-0.06960868 -1.44647694 -1.22041082  1.17092752  0.3686313 ]]

How it works…

import pycuda.driver as cuda
import pycuda.autoinit
from pycuda.compiler import SourceModule

import pycuda.autoinit

pycuda.
autoinit SourceModule

numpy

import numpy
a = numpy.random.randn(5,5)

a = a.astype(numpy.float32)

 cuda.mem_
alloc not ever

must

a_gpu = cuda.mem_alloc(a.nbytes)
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call cuda.memcpy_htod : cuda.memcpy_htod(a_gpu, a).

a_gpu

SourceModule
doubleMatrix 2

mod = SourceModule("""
  __global__ void doubleMatrix(float *a)
  {
    int idx = threadIdx.x + threadIdx.y*4;
    a[idx] *= 2;
  }
  """)

__global__ qualifier doubleMatrix

int idx = threadIdx.x + threadIdx.y*4;

idx threadIdx.x 
threadIdx.y idx 2

              a[idx] *= 2;

threadIdx.x threadIdx.y 0 3

Streaming Multiprocessor SM
warps

warp scheduler

threadIdx

threadIdx threadIdx.x threadIdx.y
threadIdx.z
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T0,0 T1,0 T2,0 T3,0 T4,0

T0,1 T1,1 T2,1 T3,1 T4,1

T0,2 T1,2 T2,2 T3,2 T4,2

T0,3 T1,3 T2,3 T3,3 T4,3

T0,4 T1,4 T2,4 T3,4 T4,4

T0,0 T4,0 T0,1 T4,1 T0,2 T4,2 T0,3 T1,3 T0,4 T4,4

mod.get_function("doubleMatrix") func

func = mod.get_function("doubleMatrix ")

func

func(a_gpu, block = (5, 5, 1))

block = (5, 5, 1) a_
gpu 5 x
5 y 1 z 16

a_doubled = numpy.empty_like(a)
cuda.memcpy_dtoh(a_doubled, a_gpu)

print a
print a_doubled


